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Rust is a modern system-level programming language that emphasizes safety, concurrency, and performance.
Ensuring the reliability of the Rust compiler is critical, as undetected compiler defects, particularly internal
compiler errors (ICEs), can lead to runtime crashes or undefined behavior in system software. Existing compiler
testing methods, including generation-based, mutation-based, and recent LLM-driven approaches, are limited
in their ability to systematically uncover ICEs triggered by advanced language features or complex code
interactions. In this paper, we propose RICE, an LLM-assisted Rust compiler testing framework that generates
test cases by adapting defect-prone patterns extracted from historical ICE issues to diverse code contexts in
the official test suite. RICE features simplification-guided identification of defect-prone patterns and context-
aware adaptation of patterns to maintain compilability and meaningful semantic interactions. Applied to
multiple recent Rust compiler releases, RICE discovered 37 ICEs, including 15 previously unknown zero-day
bugs, outperforming existing testing tools in code coverage and ICE discovery. Our results demonstrate that
systematically leveraging historical defect-prone patterns enables more effective testing, accelerates bug fixing,
and enhances regression testing in Rust compilers.
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1 Introduction

Rust is a modern system-level programming language that emphasizes safety, concurrency, and
performance [2, 23]. It enforces memory safety through a rigorous set of language rules while
delivering performance comparable to traditional system programming languages such as C and
C++ [6]. Owing to its strong safety guarantees and high performance, Rust has seen widespread
adoption in software development. On the one hand, many security-critical low-level system
components are being rewritten in Rust, including operating system kernel modules [26], browser
engines [15], cryptographic libraries [3], and network services [14]. On the other hand, Rust is
increasingly used to develop new native applications, particularly in domains such as cloud-native
infrastructure [41], blockchain systems [45], and embedded platforms [54].
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With Rust’s widespread adoption, the reliability of the Rust compiler, a core underlying compo-
nent of the ecosystem, has attracted increasing attention [29, 48]. Undetected compiler defects can
lead to miscompilations and undefined behavior at runtime, or even cause program crashes, posing
serious risks for system software written in Rust. In particular, internal compiler errors (ICEs) [35]
crash the compiler itself instead of reporting user-facing diagnostics, which not only degrades user
experience but also impedes language evolution and undermines compiler stability. As a result, ICEs
have become one of the most critical issues of concern within the Rust community. An empirical
study [29, 48] further shows that ICE-related bugs account for roughly 40% of historical issues.

Existing approaches to Rust compiler testing can be broadly categorized into traditional generation-
based and mutation-based methods, as well as more recent large language model (LLM)-driven tech-
niques. RustSmith [40] and Kitten [49] are representative of traditional generation- and mutation-
based approaches, but both have inherent limitations. RustSmith sacrifices language-feature com-
plexity to ensure compilability, yielding programs with overly simplified structures and semantics
that are unlikely to exercise deep defect paths involving interactions among advanced features.
Kitten performs random AST-level splicing and replacement without semantic awareness or cross-
type adaptation, and therefore often produces shallow failures that are rejected by the compiler
front-end before exercising the internal logic responsible for ICEs. LLM-based approaches such as
Rust-twins [52] and ClozeMaster [16] partially improve testing effectiveness but remain constrained.
Rust-twins is primarily designed to detect miscompilations and struggles to generate inputs that
trigger compiler crashes, while ClozeMaster relies on localized perturbations of historical bug-
triggering programs, producing test cases that remain structurally similar to the original samples.
Consequently, existing methods still fall short of systematically discovering ICEs that are triggered
by advanced language features or complex context interactions.

We conducted a preliminary study on Rust compiler bug issues and the official Rust compiler test
suite. By statistically analyzing the code snippets and labels extracted from the collected bug issues,
as well as manually examining the code contexts in the official Rust compiler test suite, we make
the following three observations. @ Many ICE bugs are not isolated edge cases, but instead appear
in clusters of related issues. @ Related ICE issues often arise in substantially different code contexts
and program structures, overlapping in only a small set of defect-prone patterns. ® Applying
defect-prone patterns to adaptive contexts is more likely to trigger new findings.

Based on the observations from our preliminary study and our analysis of existing techniques,
we propose RICE, an LLM-assisted Rust compiler testing framework that generates test cases by
adapting defect-prone patterns extracted from historical issues to the diverse code contexts in the official
test suite. Specifically, RICE features (1) simplification-guided extraction of defect-prone patterns,
which leverages LLMs to simplify bug-triggering code for pattern extraction; and (2) context-aware
adaptation of defect-prone patterns, which leverages LLMs to integrate extracted patterns into
selected test-suite contexts while preserving compilability and meaningful semantic interactions,
thereby exploring new crash-triggering paths beyond naive snippet composition.

To evaluate the effectiveness of RICE, we continuously applied it to multiple recent compiler
releases. In total, we reported 37 ICEs, 15 of which were confirmed by the Rust team as previously
unknown zero-day bugs; among these, 5 have been fixed and 2 have pending fix proposals. Compared
with existing Rust compiler testing tools, RICE achieves higher code coverage and is more effective
at discovering deep ICE defects. Moreover, our case studies show that RICE not only uncovers new
defects but also helps accelerate bug fixing and improves regression testing.

The main contributions of this work are summarized as follows:

e We conducted a preliminary study on Rust compiler bug issues and the official Rust compiler
test suite. Based on the results, we derive the insight that adapting defect-prone patterns
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extracted from historical issues to the diverse code contexts in the official test suite can
produce new tests that trigger related, previously unknown issues, due to incomplete fixes on
the same code path, the same root cause manifesting along different paths, or similar defect
logic across components.

e We propose an LLM-assisted Rust compiler testing approach, RICE, that accurately extracts
defect-prone patterns from historical issues and effectively adapts them to diverse, seman-
tically rich contexts, thereby expanding the search space for ICE bugs beyond traditional
generation- or mutation-based approaches as well as existing LLM-based approaches. By
decoupling defect-prone patterns from their original triggering contexts, RICE systematically
recombines them with new contexts to uncover related zero-day variants.

e We applied RICE to multiple recent Rust compiler releases and discovered 37 ICEs, including
15 previously unknown zero-day bugs. These results show that systematically leveraging
historical ICE patterns enables more effective defect discovery and higher code coverage
than existing testing tools. Our case studies further suggest that RICE not only uncovers new
defects but also helps accelerate bug fixing and improves regression testing.

2 Background

This section provides a brief introduction to the Rust programming language (§2.1), internal
compiler errors in the Rust compiler (§2.2), and large language models (§2.3) to help readers better
understand our work.

2.1 Rust Programming Language

Rust is a systems programming language that provides memory safety and efficient concurrency
without garbage collection [34]. It achieves these guarantees through rich compile-time semantics,
which increase syntactic and conceptual complexity. At its core, Rust enforces a strict ownership
model via borrow checking [2, 10], statically governing allocation, access, and deallocation to
prevent dangling references and data races. Rust also uses lifetimes [43] to describe and verify
reference validity entirely at compile time, introducing interdependent constraints across program
components. Beyond memory safety, Rust’s trait system [44] supports abstraction, while trait
bounds impose implicit type-level requirements that must be satisfied during compilation.

Rust heavily uses generics for zero-cost abstractions, but they introduce extra type variables and
trait obligations that complicate constraint solving, especially with lifetimes. Moreover, Rust exposes
experimental capabilities through feature gates on nightly compilers [42], which may introduce
new type-system constructs and incomplete behaviors, thereby exercising additional, less-mature
compilation paths. Although these mechanisms collectively enhance safety and performance, they
sharply narrow the space of well-typed programs, making traditional generation- or mutation-based
test generation particularly challenging for Rust.

2.2 Internal Compiler Error

An internal compiler error (ICE) in the Rust compiler is a crash caused by violations of internal
invariants when processing valid (or near-valid) programs [29]. Unlike ordinary syntax or type
errors, ICEs stem from defects in the compiler implementation rather than mistakes in user code,
and typically manifest as assertion failures or unexpected panics. Owing to Rust’s highly modular,
multi-stage compilation pipeline, ICEs are often triggered by subtle interactions among advanced
language features, such as generics, trait constraints, lifetime inference, making their triggering
conditions highly structured and fragile.
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Fig. 1. Breakdown of related ICE pairs. Fig. 2. Distribution of structural similarity across related ICE pairs.

An empirical study [48] suggests that ICE-related bugs are among the most prevalent defect
categories in the Rust compiler, accounting for roughly 40% of historically reported issues. In
practice, ICEs not only undermine compiler robustness and user experience, but also impede the
evolution and stabilization of language features. Consequently, ICEs rank among the most critical
defect types prioritized by the Rust development community.

2.3 Large Language Models

Large language models (LLMs) are typically built on the Transformer [12] architecture and pre-
trained on massive-scale text corpora containing billions of tokens [17]. Owing to extensive pre-
training, LLMs can often be adapted to downstream tasks without task-specific fine-tuning, instead
relying on prompt engineering [27], where task instructions and a small number of examples are
provided at inference time. Prior studies [1, 18, 28] show that prompt engineering enables LLMs
to achieve competitive performance across a wide range of natural language processing tasks.
Motivated by the high regularity and structured nature of source code, recent work has extended
LLMs to the programming domain [7, 50], demonstrating promising results in code completion,
program synthesis, and automated program repair.

3 Preliminary Study

We conducted a preliminary study of Rust compiler bug issues. Specifically, we collected ICE-related
issues from the official Rust compiler repository [38] that are labeled “I-ICE”, “T-compiler”, and
“C-bug”, covering the period from 2024 to 2025. In total, we obtained 1,911 issues. We also studied
the official Rust compiler test suite. Specifically, we collected all .rs files under the tests/ui
directory used for compiler testing from the official Rust compiler repository [38].

3.1 Observations

By statistically analyzing the code snippets and labels extracted from the collected bug issues, as
well as manually examining the code contexts in the official Rust compiler test suite, we make the
following three observations.

O Many ICE bugs are not isolated edge cases, but instead appear in clusters of related
issues. In the official Rust compiler repository, related issues are often cross-referenced using
keywords such as “similar to”, “related to”, or “duplicate of”. We searched the collected bug issues for
these keywords in their descriptions and discussions, identifying 615 (32%) issues that potentially
have related counterparts. We then randomly sampled 80 of these issues, removed duplicates
with identical internal stack traces, and manually inspected the remaining 61 issues. These issues
were considered related but distinct because their stack traces were similar but not identical. We

inspected them to understand why they were deemed related.
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Figure 1 presents the breakdown of related ICE pairs: 18% corresponds to incomplete patches,
36% to the same root cause; 33% to similar defect logic, and 13% to misclassification. An incomplete
patch fixes one issue but is only partially applied, allowing the other issue to still trigger an ICE
in the patched compiler. Same root cause means a single defect manifests along different code
paths, so the two issues follow distinct execution routes but stem from the same compiler bug.
Similar defect logic covers defects in different components that share analogous underlying logic.
Misclassification refers to inaccurate or outdated cross-references.

O Related ICE issues often arise in substantially different code contexts and program
structures, overlapping in only a small set of defect-prone patterns. We further analyzed the
ICE issues with confirmed related counterparts. For each issue, we paired it with its related issues,
yielding 58 issue pairs in total. For each issue, we collected its simplified triggering code when
available; otherwise, we used the original reproducer provided in the issue report. To quantify
differences between related issues, we measured the overall similarity of their simplified triggering
code. Each code snippet is parsed into an abstract syntax tree (AST) and vectorized using par-
ent—child node pairs along with their occurrence frequencies. We then used cosine similarity to
approximate the structural similarity between the ASTs of each related pair (details in §5.2).

The distribution of structural similarity across related ICE pairs is presented in Figure 2. Notably,
67% of related issue pairs have AST-level similarity below 60%, indicating that even related issues can
differ substantially in syntax and overall code context. Further manual analysis shows that related
issues are more likely to share localized coding patterns rather than entire program structures. We
refer to these localized patterns as “defect-prone patterns” in this paper.

© Adapting defect-prone patterns to compatible contexts is more likely to yield new
findings. We randomly selected 10 pairs of related ICE issues, collected their triggering code,
extracted the corresponding defect-prone patterns, and sampled 100 test cases from the official
Rust compiler test suite as target code contexts for adaptation. We then used an LLM to perform
“pattern-to-context” adaptation for each <pattern, context> pair, generating new test cases (details
in §5.1). Finally, we assessed whether the adaptation yielded new findings by checking whether the
generated test cases increased code coverage beyond that of the original test-suite case.

On average, only 24.7% of all <pattern, context> pairs yielded coverage improvements. Our
manual analysis suggests that contexts with increased coverage already contain structural features
compatible with the local patterns, enabling the adapted code to integrate naturally and exercise
new compilation paths. By contrast, contexts with decreased coverage lack suitable structures,
causing the LLM to introduce shallow semantic errors when forcing the adaptation, which in turn
reduces coverage. These results indicate that screening for compatible contexts is necessary when
adapting defect-prone patterns, to avoid wasting effort on incompatible ones. Among the contexts
that yielded coverage improvements, their structural similarity to the defect-prone pattern ranges
from 56.2% to 88.3%, with an average of 60.4%.

3.2 Example

Figure 3 illustrates an example from our preliminary study. Two historical ICE issues (Issue #137582
and Issue #146084) are linked via the “related” keyword in the bug description. Figure 3a and
Figure 3b show the triggering code of Issue #137582 and Issue #146084, respectively. The two
issues exhibit the same assertion failure and highly similar stack traces, and are therefore labeled
as “related” by the Rust compiler development team. However, the structural similarity between
their triggering code is only 19.6%. Since Issue #137582 does not provide a simplified reproducer
in its description, we manually reduced the code, as shown in Figure 3c. After simplification,
the structural similarity increases to 39.8%. By further reducing noisy, context-specific details,
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#![feature(adt_const_params)] 1 struct S<const N: [()] = { loop {} }>;

mod |1:Li|: Eype Matrix = [&'static u32]: (b) related historical ICE (Issue #146084)

; const EMPTY_MATRIX: Matrix = [[0; 4]; 4];
6 pub struct Walk<const CURRENT: usize,

7 const REMAINING: Matrix> {
8 p: O,

T NN N RN

#![feature(adt_const_params)]

const A: [u8];

G W o e

9 Y struct S<const B: [u81> {}
10 impl<const CURRENT: usize> Walk<CURRENT, EMPTY_MATRIX> {3} impl S<A> {3}

11} 6

12 fn main() {3} 7 fn main() {3

(a) historical ICE (Issue #137582) (c) simplified PoC of Issue #137582

pub fn foo<T>() —> &'static isize {
if false { static a: isize = 4; return &a; }
else { static a: isize = 5; return &a; }

}

fn main() { foo::<isize>() }

#![feature(min_specialization)]
#[derive(Clone)] struct S<const L: usize>;
impl<const N: i32> Copy for S<N> {}
impl<const M: usize> Copy for S<M> {}
fn main() {}

G W e

o W o

(d) compatible context (e) incompatible context

Fig. 3. Example from our preliminary study. The lines highlighted in gray represent the defect-prone pattern.

we extract the defect-prone pattern of declaring an array-typed constant generic parameter in a
structure definition, as highlighted in gray in the figure.

To study how the extracted defect-prone pattern can be adapted to diverse code contexts, we
selected two test cases from the official Rust compiler test suite: one with a compatible code context
(62.4% AST-vectorization-based similarity to the pattern) and the other with an incompatible code
context (12.8% AST-vectorization-based similarity to the pattern). Figure 3d and Figure 3e show
the compatible and incompatible test cases, respectively. When we instruct an LLM to adapt the
defect-prone pattern to the compatible context, the resulting code yields additional code coverage
beyond the original test case. Both programs exercise structs with constant generics at the type
level, making the adaptation more natural and more likely to produce meaningful test cases. In
contrast, adapting the pattern to the incompatible context does not increase code coverage.

4 Motivation

In this section, we present three Rust compiler ICE issues as running examples (§4.1) to illustrate
the limitations of existing techniques (§4.2) and motivate our solution (§4.3).

4.1 Running Examples

The three Rust compiler ICE bugs stem from the same root cause: when the Rust compiler processes
external declarations (extern "C"), its internal validation of generic parameters for static structures
and the associated diagnostic handling are flawed, which can trigger internal compiler errors under
certain conditions. Case 1 is a historical issue, whereas Case 2 and Case 3 are zero-day issues
discovered by RICE, which adapts the same defect-prone pattern to different code contexts.

Case 1: Issue#95665. Figure 4a shows the simplified code snippet that triggers a historical issue.
In this case, the generic structure Struct<T> requires its type parameter T to implement the trait
Trait (Line 3). However, an extern "C" declaration instantiates it as Struct<u8> (Line 7), even
though u8 does not implement Trait, thereby violating the required trait bound. According to the
Rust language specification, the compiler should detect this violation and emit the compile-time
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1 pub trait Traitf} 1 trait TraitFoo { type Bar; } 1 #![feature(repr_simd)]

2 2 2 #[repr(simd)]

3 pub struct Struct<T: Trait> { 3 struct Foo<T> where T: TraitFoo, { 3 struct Simd<T, const N: usize>([T; N]);

+  member: T, ¢ inner: T::Bar, 4

5} 5% 5 - fn main() {

6 6 6 - let _empty = Simd([1.0; 0]);

7 extern "C" { static var: Struct<u8>; } 7 + extern "C" { static var: Foo<u8>; } 7 -}

8 fn main() {} 8 fn main() {} 8 + extern "C" { static var: Simd<u8, 0>; }
(a) Case 1 (Issue#95665) (b) Case 2 (Issue#148161) (c) Case 3 (Issue#150967)

Fig. 4. Running examples.

diagnostic “the trait bound u8:Trait is not satisfied”. Unfortunately, prior to Version 1.62.0, the
Rust compiler did not fully check the well-formedness of types appearing in extern "C" blocks.
As a result, such invalid types could slip through early compilation stages and eventually trigger an
internal compiler error. This case suggests that the Rust compiler may perform incomplete checks
when handling external declarations, calling for a systematic study of well-formedness checking
for types appearing in extern "C" blocks. Overall, it highlights a defect-prone pattern: declaring
an external static structure with generic parameters.

Case 2: Issue#148161. Figure 4b shows the simplified code snippet that triggers a zero-day issue.
It is generated by incorporating the defect-prone pattern extracted from Case 1 into the test case
tests/ui/traits/copy-impl-cannot-normalize.rs in the official Rust compiler test suite (i.e.,
inserting Line 7). Specifically, the pattern is adapted to a context where a generic structure involves
an associated-type dependency (Line 3). From the perspective of the PoC, Case 2 closely resembles
Case 1, but with one key difference: the problematic type is introduced indirectly via a generic
associated type (T: :Bar), rather than appearing directly as the generic parameter (T). Consequently,
although the patch for Case 1 addresses direct type violations, this mutation still triggers an ICE in
the Rust compiler due to an indirect type violation. This issue was fixed in Version 1.92.0 after we
reported it to the Rust compiler development team. Overall, it demonstrates that prior fixes may
not fully eliminate the underlying issue, allowing the same defect-prone pattern to trigger new
issues in more complex scenarios.

Case 3: Issue#150967. Figure 4c shows the simplified code snippet that triggers another zero-day
issue. It is generated by incorporating the defect-prone pattern extracted from Case 1 into the
test case tests/ui/simd/monomorphize-zero-length.rs in the official Rust compiler test suite
(i-e., replacing Lines 5-7 with Line 8). Specifically, the pattern is adapted to a context where a
generic structure is a SIMD (single instruction multiple data) vector type (Lines 2-3). In this case,
the #[repr(simd)] attribute requests a SIMD vector layout for the Simd generic structure and
requires the vector to have a non-zero length. However, an extern "C" declaration instantiates
the generic structure as Simd<u8, ©>, resulting in a zero-length SIMD vector and thus violating
this requirement. The compiler should detect this violation and emit the compile-time diagnostic
“SIMD vector must have non-zero length”. Unfortunately, although the violation is detected by well-
formedness checking, it is mishandled during diagnostic generation and propagation, ultimately
triggering an ICE. We reported this issue to the Rust compiler development team. It was initially
misclassified as a duplicate of another unfixed issue that stems from a different root cause but
happens to share a small similar portion of the PoC code snippet with this issue. After we pointed
out the distinct call stack, it was correctly recognized as a new issue and fixed within one day.
Overall, this suggests that issues arising from the same defect-prone pattern in different code
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contexts can be subtle and difficult to eliminate completely; even experienced maintainers may
misinterpret them, leaving some issues unfixed.

4.2 Limitations of Existing Approaches

Traditional compiler testing approaches fall into two categories: generation-based and mutation-
based. Recently, large language models have brought new advances to compiler testing. Rust-
Smith [40], Kitten [49], Rustlantis [46] and ICEMaker [31] represent traditional generation-based
and mutation-based approaches; whereas Rust-twins [52] and ClozeMaster [16] are representative
LLM-driven approaches.

RustSmith. RustSmith constructs programs by randomly composing syntactically valid abstract
syntax tree (AST) nodes. However, its fundamental limitation is that it sacrifices language-feature
complexity to ensure generated programs compile. In practice, to satisfy Rust’s strict type system
and borrow checker, RustSmith impose highly conservative generation constraints, producing
programs that are oversimplified in both structure and semantics. As a result, it is unlikely to
construct the complex scenarios in our motivating examples (e.g., a generic structure involves
an associated-type dependency as in Case 2 or a generic structure of a SIMD vector type as in
Case 3), and thus struggles to reach deep defect paths that arise from interactions among advanced
language features.

Kitten. Kitten generates test cases by randomly splicing and replacing AST fragments from seed
programs. While effective for general testing, it is fundamentally limited by semantic blindness
and the lack of directed adaptation. Specifically, it restricts splicing and replacement to AST nodes
of the same type and cannot adapt nodes of different types to make them splice-compatible. For
example, it is unlikely for Kitten to transform “static var: Struct<u8>” into “static var:
Simd<u8, ©>” so that it fits the SIMD-vector context in Case 3 through random AST-level splicing
and replacement. As a result, it often produces shallow failures that are rejected by the compiler
front-end before exercising the deeper internal logic that leads to ICEs.

Rustlantis. Rustlantis generates test programs by directly constructing control-flow graphs (CFGs)
for the compiler’s intermediate representation (IR), rather than synthesizing high-level Rust source
code. Its key innovation is an inter-procedural place graph that precisely tracks memory reachability
and pointer indirections, together with a decoy-block mechanism that simulates complex control
flow while preserving deterministic execution. By operating at the IR level, Rustlantis avoids the
complexities of the borrow checker, , making it particularly effective for differential testing to
uncover mis-compilations in the compiler’s middle-end and back-ends (e.g., LLVM or Cranelift).
However, this design also implies a fundamental trade-off: because Rustlantis bypasses standard
source-level syntax and front-end analysis, it cannot detect defects in the parser, type checker, or
borrow checker.

ICEMaker. ICEMaker adapts a hybrid fuzzing strategy that integrates iterative byte-stream muta-
tion with structural recombination of AST fragments harvested from existing programs. To analyze
and refine generated tests, it further leverages external tools such as Miri [37] and Clippy [36].
However, its effectiveness is fundamentally constrained by the structural diversity of its seed inputs
and by its tendency to generate syntactically or semantically invalid code during mutation. Because
ICEMaker lacks a deep awareness of Rust’s complex language invariants, it may fail to preserve
the structural integrity needed to pass the compiler’s early stages. Consequently, it can struggle
to construct the intricate scenarios required to reach deep defect paths, such as those involving
complex associated-type dependencies or SIMD generic interactions, which limits its ability to
uncover crashes triggered by interactions among advanced language features.
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Rust-twins. Rust-twins performs differential testing by using LLMs to mutate seed inputs and
rewrite them into two semantically equivalent but implementation-distinct macro variants (declar-
ative vs. procedural), and uses HIR expansion consistency as an oracle to detect compiler imple-
mentation errors. While it is effective in detecting mis-compilations, it has limitations in detecting
ICE issues for two reasons. First, ICE-triggering inputs often do not induce observable divergences
between the two macro variants. Second, defect-prone patterns are treated as ordinary syntactic
structures subject to indiscriminate random mutations. In our running examples, none of the three
ICE-triggering cases produces differences between the two macro variants. Moreover, the mutation
prompts used by Rust-twins are unlikely to systematically adapt the defect-prone pattern across
diverse contexts.

ClozeMaster. ClozeMaster attempts to harness LLMs and historical issues for fuzzing the Rust
compiler. It masks local code fragments in historical bug-triggering programs and uses a fine-tuned
LLM to fill in the masked portions, thereby generating mutated test cases. While this approach
demonstrates the effectiveness of LLM-based mutation testing grounded in historical issues, it is
largely limited to local perturbations of the original triggering code. As a result, the generated
programs remain highly similar in overall structure and contextual semantics to the original
samples, making it difficult to systematically explore how defect-prone patterns adapt across
diverse program structures and language features. In our running examples, ClozeMaster largely
stays within the structural template of the historical issue (Case 1) and cannot systematically adapt
the defect-prone pattern to structurally distinct advanced features (e.g., a generic structure involves
an associated-type dependency as in Case 2 or a generic structure of a SIMD vector type as in Case
3), thereby missing opportunities to discover zero-day issues.

4.3 Our Solution and Challenges

Based on the observations from our preliminary study and our analysis of existing techniques, we
propose generating test cases by adapting defect-prone patterns extracted from historical issues
to the diverse code contexts in the official test suite. By exploring the interactions between these
patterns and different contexts, our approach performs targeted stress testing of fragile compiler
logic and enables the discovery of isomorphic yet previously unknown ICE variants. Our approach
faces the following two challenges.

O How can we precisely extract defect-prone patterns? The triggering code reported in ICE
issues often includes many language features and contextual structures that are unrelated to the
underlying defect. These extraneous elements can obscure the true defect-prone patterns, making
pattern extraction difficult. A natural way is to simplify the bug-triggering code to expose its core
structure more clearly. However, simplification alone cannot fully isolate the defect-prone pattern
for two reasons. First, it is hard to determine whether reduction is complete, so the simplified
program may still contain redundant parts. Second, some surrounding context code is still required
to preserve compilability, which inevitably obscures the core defect-prone pattern.

® How can we effectively adapt defect-prone patterns? As observed in our preliminary
study, only about 10% of candidate contexts are well aligned with a given defect-prone pattern,
allowing their combination to explore new crash-triggering paths. In contrast, roughly 90% of
contexts are incompatible with the pattern, and forcing such combinations typically leads to shallow
semantic errors that cause compilation to fail early. Therefore, we need an effective way to quickly
filter out clearly incompatible contexts, avoiding substantial analysis and generation effort on
low-quality candidates.

Distinctive Features of Our Approach. The key idea behind our approach is to explicitly decouple
defect-prone patterns from their original triggering contexts and re-instantiate them in new but
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rustc 1.61.0 (fe5b13d68 2022-05-18)

error: internal compiler error:
compiler/rustc_typeck/src/hir_wf_check.rs:14 [Failed Operation #1]

ICE Issues 4:25: node ForeignItem ...
s 5 [Failed Operation #3]
l Compiler Version and Output \l] trait Trait{}

pub trait Trait{} - struct Struct<T: Traits;
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5 extern “c” { ] Failed Operations Log
O static VAR: Struct<us>; N Trait Trait(}
S i Simp it struct Struct<T: Traits; }_,
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struct Foo<T>
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{

inner: T::Bar,

extern “C” {
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} A0<
Defect-prone Code Pattern

Rust
N ; ! The buggy code pattern involves declarin
Github Repository impl<T> Copy for Foo<T>{} an extern item(:tatic variable with a tyﬁe)
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o

trait TraitFoo{ trait TraitFoo{ type Bar;}
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} where T: TraitFoo,
s:ruc: Foo;T>T e { inner: T::Bar, }
where T: TraitFoo, + unsafe eatern “C” { e —_—
i —>04-1 +  static VAR: Foocus>,
inner: T::Bar, +}
}

} impl<T> Copy for Foo<T>{}
impl<T> Copy for Foo<T>{} Mutator o mainG) O Executor ICE
fn main() {}

Adaptive Test Cases Mutated Test Cases

Fig. 5. Overall workflow of RICE.

compatible contexts through LLM-guided semantic adaptation. This distinguishes our approach
from prior history-driven mutation approaches, which primarily perturb programs at the syntactic
or operator level. The unique value of our approach lies not merely in finding additional Rust
compiler ICE bugs, but in performing targeted stress testing based on known defect-prone patterns,
thereby helping developers systematically identify and eliminate related latent bugs.

It is worth noting that our approach differs significantly from ClozeMaster in their underlying
assumptions. ClozeMaster assumes that potential defects are more likely to occur in the local
neighborhood of known defects. In contrast, our approach is motivated by the observation that
compiler defects are often difficult to eliminate completely: fixes may leave behind latent issues, and
similar faulty logic can recur across multiple compiler components, making such defects difficult
to eradicate fundamentally. Accordingly, our approach focuses on the interaction between defect-
prone patterns and diverse code contexts, whereas ClozeMaster performs localized perturbations
around the original defect-triggering context.

5 Methodology

To address the above challenges, we propose RICE, an LLM-assisted Rust compiler testing framework.
Figure 5 illustrates the overall workflow of RICE, which consists of two stages. The first stage is
simplification-guided extraction of defect-prone patterns (§5.1), which leverages LLMs to simplify
bug-triggering code for pattern extraction. The second stage is context-aware adaptation of defect-
prone patterns (§5.2), which leverages LLMs to integrate extracted patterns into selected test-suite
contexts while preserving compilability and meaningful semantic interactions, thereby exploring
new crash-triggering paths beyond naive snippet composition. Note that rather than asking the
LLM to reason about compiler internals, we focus on test programs because compiler internals are
complex, continuously evolving, and difficult to model accurately without deep system-specific
knowledge. In contrast, test programs provide a stable and accessible interface for triggering
compiler behavior. By reasoning over test programs, RICE captures defect-prone patterns in a
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Start / Input Doc . Simplifier Prompt

OBJECTIVE: Minimize code size by descreasing the token
~Parse ICE-triggering code o numbers while preserving the compiler crash in the compiler

- Parse compiler version output.You don't have to completely preserve the semantics of
- Build compiler the current code.
- Parse compiler output L.

CURRENT CODE: <Current Code>

Minimizi

COMPILER OUTPUT: <Compiler Output>

- Generate ilmpllhcd codc

m LAST SIMPLIFICATION STATUS:<Status>

Verifyin
- Compile simplified code

PREVIOUS FAILED OPERATIONS (When the following
operations were performed , the crash disappeared - AVOID
THESE) : <Previous Failed Operations>

STRATEGY:

- If the last simplification status was success, please proceed to
try a more aggressive simplification strategy.

- If the last simplification status was failure, please attempt a
conservative simplification strategy.

Update current code

OUTPUT FORMAT:

1. A single line starting with “Action:” describing exactly what
you changed (e.g. “ACTION:”Renoved ununsed struct ‘Foo’”).
2. The full simplified rust code in a **‘rust™** block.

Fig. 6. Workflow of the LLM-assisted code simplification and the prompt template used by simplifier.

language-level form that is easier to generalize and adapt across contexts, while still effectively
exposing underlying compiler defects.

5.1 Stage 1: Simplification-Guided Extraction of Defect-Prone Patterns

This stage involves three components: crawler, simplifier, and reasoner. The crawler collects
ICE issues from the official Rust GitHub repository and retrieves their triggering-code snippets
together with relevant metadata. The simplifier leverages an LLM to progressively minimize
bug-triggering code collected by the crawler while preserving crash reproducibility, guided by
compiler-execution feedback. The reasoner leverages an LLM to infer defect-prone patterns from
the simplifier’s failure logs, abstracting their essential syntactic features and semantic constraints.
Since the crawler is standard, we focus on the simplifier and reasoner for the remainder of
this subsection.

Simplifier. The workflow of the simplifier is shown in the left part of Figure 6, which consists
of three phrases: paring, minimizing, and verifying. (1) The parsing phrase extracts bug-triggering
code, the exact compiler version (down to the Git commit), and compiler outputs from preprocessed
issue reports, then checks out the corresponding commit and builds the target compiler using the
official build script. (2) The minimizing phase is formulated as a constrained optimization problem
that reduces the size of the bug-triggering code while preserving stable reproduction of the target
ICE. (3) The verifying phase follows each minimization step by recompiling the simplified program
and checking whether the ICE is still reproduced. The “minimizing—verifying” loop continues
until a preset threshold is reached, which we set to 10 in this paper. In each iteration, successful
reductions are retained for subsequent rounds, while failed attempts are recorded in a failure log
as code diffs with natural-language descriptions to avoid repeating the same operations. Before
generating the next simplification, we include the five most recent failed attempts in the prompt,
so that the LLM avoids modifications that have already broken crash reproducibility and instead
explores alternative reductions.
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An LLM serves as the reduction engine in the minimizing phase. The right part of Figure 6 shows
the prompt template used by the simplifier. The prompt instructs the LLM to simplify the existing
code with the goal of reducing the token count while preserving the compiler-crash output. The
LLM is not required to fully preserve the original semantics; instead, it chooses a reduction strategy
based on the current code, compiler output, the outcome of the previous reduction, and the history
of failed operations. If the previous reduction succeeded, the prompt encourages a more aggressive
simplification; otherwise, it calls for a more conservative one. The prompt also steers the model
away from modifications that previously eliminated the crash. Finally, the output is constrained
to two parts: a single-line action describing the specific modification, and the full simplified bug-
triggering code. Note that we use an LLM in the simplifier rather than a traditional test-case
reducer because traditional reducers mainly perform syntax-level minimization. In contrast, our
LLM-based simplifier can simplify code at the semantic level while better preserving crash-relevant
structures. This is important not only for crash preservation, but also for extracting meaningful
defect-prone patterns for downstream reasoning.

Example. We use the running examples in §4.1 to illustrate the process. When the simplifier reduces
the bug-triggering code for Issue #95665 (Figure 4a), it first removes superficial elements (e.g., “pub”
and fn main()”). Verification shows that the same ICE is still reproducible, indicating a successful
reduction. The reduced code is then used as the starting point for the next round. In a subsequent
round, the simplifier removes seemingly redundant constructs such as generic constraints (e.g., <T:
Trait>). However, validation fails to reproduce the ICE, suggesting that the removed constraint is
required to trigger the bug. The simplifier therefore restores the previous code state and records
the failed attempt. These failure logs provide negative feedback that both guides later reduction
rounds and offers useful cues for subsequent inference of defect-prone patterns.

Reasoner. The reasoner uses an LLM to jointly analyze the simplified bug-triggering code,
compiler outputs, and logs of failed reduction, distilling the structural patterns responsible for a
given ICE bug. Figure 7 shows the prompt template used by the reasoner. It instructs the LLM
to extract defect-prone patterns from the simplified code and crash output, using failed reduction
operations as hints about which changes eliminate the crash and thus reveal the critical conditions
for triggering the bug. Finally, the reasoner outputs the results in a specified format, including a
minimal defect-prone code snippet and a description of the pattern’s key characteristics.

Example. Consider the running examples in §4.1. The LLM first analyzes the compiler output and
identifies the extern "C" declaration as central to the crash. It then leverages failed reduction at-
tempts to conclude that declaring a static structure variable with an invalid generic constraint inside
an extern "C" block forms a critical defect-prone pattern. Finally, it extracts the corresponding
snippet from the simplified bug-triggering code (i.e., extern "C" {static var: Struct<u8>;})
and summarizes the pattern’s key characteristics (i.e., declaring an external static structure with
generic parameters).

5.2 Stage 2: Context-Aware Adaptation of Defect-Prone Patterns

This stage involves three components: filter, mutator, and executor. The filter uses a similar-
ity metric to select contexts from the official test suite that are compatible with a given defect-prone
pattern. The mutator leverages an LLM to adapt the given defect-prone pattern to compatible
contexts selected by the filter. The executor runs the test cases generated by the mutator on
the Rust compiler, and examines whether they trigger ICE bugs. Since the executor is standard,
we focus on the filter and mutator for the remainder of this subsection.

Filter. The filter treats test-suite programs as candidate contexts and selects those that are
structurally similar to a given defect-prone pattern using an AST-vectorization—based similarity
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Reasoner Prompt Mutator Prompt
OBJECTIVE: Combining the compiler crash output and key operations, OBJECTIVE: Based on the description in the "DEFECT-PRONE
extract the defect-prone code pattern that cause the compiler crash from CODE PATTERN CHARACTERISTICS", refactor the "TARGET
the simplified defect-triggering code. CODE" so that it possesses similar features to the "DEFECT-PRONE
SIMPLIFIED DEFECT-TRIGGERING CODE: CODE PATTERN".
<Simplified Defect-Triggering Code> DEFECT-PRONE CODE PATTERN:
COMPILER OUTPUT: <Defect-Prone Code Pattern>
<Compiler Output> DEFECT-PRONE CODE PATTERN CHARACTERISTICS:
KEY OPERATIONS(When the following actions are performed , the <Defect-Prone Code Pattern Characteristics>
crash disappears):<Key Operations> TARGET CODE:
OUTPUT FORMAT: <Target Code>
Defect-Prone Code Pattern
"rust OUTPUT FORMAT:
(Least defect-prone code snippets in triggering code) Mutated Code
Defect Code Pattern Characteristics (F‘:llllsltnutated rust code)
(Describe key characteristics of defect-prone code pattern)

Fig. 7. Prompt template used by reasoner. Fig. 8. Prompt template used by mutator.

Algorithm 1: Selecting compatible contexts via AST-vectorization similarity.

1 Func SelectCompatibleContexts(TestSuite, DefectPattern, t):

2 ASTparrern < ParseAST(DefectPattern)

3 D « MaxDepth(ASTpartern) > Maximum depth of defect pattern AST
4 Opattern < BuildVector(ASTpartern, D) > AST 2-grams TF-IDF vectorization
5 CompatibleContexts « [ ]

6 for code € TestSuite do

7 AST,.oqe «— ParseAST(code)

8 SubTrees < CollectSubtrees(AST o qe, D) > Extract subtrees of depth D
9 for Ty,p € SubTrees do

10 Bsup «— BuildVector(Tsy,p, D)

1 sim « CosineSim(Tpatterns Usub)

12 if sim > 7 then

13 Append(CompatibleContexts, code) > Keep the entire test code
14 L break

15| return CompatibleContexts

metric, as detailed in Algorithm 1. It first parses the defect pattern into an AST (Line 2), computes its
maximum depth D (Line 3), and vectorizes it to obtain Upaszern (Line 4). It then initializes an empty
list CompatibleContexts (Line 5). For each test program, the filter parses it into an AST (Line 7),
extracts all subtrees of depth D (Line 8), vectorizes each subtree in the same manner (Line 10),
and computes its cosine similarity to Upasern (Line 11). If any subtree reaches the threshold 7
(line 12), the entire test case is added to CompatibleContexts (Line 13) and the remaining subtrees
are skipped (Line 14). Finally, the selected compatible contexts are returned (Line 15).

For AST vectorization, we adopt a lightweight “2-gram + TF-IDF” representation [21]. Compared
with tree-edit-distance methods, which are computationally expensive, and deep-learning—based
embeddings, which require substantial training and resources, this approach preserves key structural
signals while enabling efficient and scalable context selection. Concretely, we extract parent—child
node pairs (2-grams) from each AST as structural units and compute their term frequency (TF).
We then estimate the rarity of each 2-gram using a local inverse document frequency (IDF) and
combine TF and IDF to obtain TF-IDF weights. Next, we extract depth-D subtrees from each
candidate program, vectorize them, and compute cosine similarity against the pattern vector. A
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Table 1. Breakdown of ICE bugs by affected compiler component. — — — —
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Fig. 9. Affected version range.

context is deemed compatible and included in the final set if its similarity exceeds the predefined
threshold, which we set empirically to 60% based on our preliminary study.

Example. Consider the running examples in §4.1. Although a compatible context from the official test
suite (Figure 4b) does not contain the full defect-prone pattern, it includes a key component, namely
a structure definition with generic constraints. As a result, when computing vectorized similarity
over local AST structures, this region attains a similarity of 67.6% to the defect-prone pattern, and
the context is retained. By contrast, incompatible contexts (e.g., those without a structure definition
and an external block) typically yield similarity scores well below the threshold.

Mutator. The mutator uses an LLM to adapt defect-prone patterns inferred by the reasoner
to the compatible contexts selected by the filter. Figure 7 shows the prompt template used by
the mutator. The prompt provides a semantic description of the defect-prone pattern and its key
characteristics, guiding the LLM to refactor the target context to exhibit similar structural properties
and constructs, and instructing it to output only the fully mutated code.

Example. Consider the running examples in §4.1. When the mutator attempts to adapt the defect
pattern “declaring an external static structure with generic parameters” to a compatible context
that already contains a structure with generic constraints (Figure 4b), it does not need to define a
new structure. Instead, it only introduces an extern "C" block and declares the existing structure
as a static item within the block, successfully injecting the pattern while leveraging the existing
definition to interact with the surrounding code. In contrast, when adapting the pattern to an
incompatible context (e.g., one with no structure and no external block), the mutator must addi-
tionally synthesize a structure and wrap it in an external block. The injected fragment then remains
largely isolated from the original context and is unlikely to explore new crash-triggering paths.

6 Evaluation
In this section, we present an experimental evaluation to investigate the effectiveness of RICE.
Specifically, the experiments are designed to answer the following research questions:

e RQ1: How effective is RICE at discovering ICE bugs?

e RQ2: How does RICE compare with existing techniques in overall effectiveness?

¢ RQ3: How much does each key component of RICE contribute to its effectiveness?

6.1 Evaluation Setup

Compiler Versions. All experiments were conducted on the latest official versions of the Rust
compiler available at the time. Given Rust’s frequent release cadence, the compiler was updated
multiple times during our development and testing period. As a result, our evaluation spans multiple
compiler versions, including nightly 1.92, 1.93, 1.94, and 1.95.
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Competitive Baselines. We compare our approach against representative existing techniques
discussed in §4.2. Since the Rust-Twins [52] repository is no longer publicly accessible, we select
RustSmith [40], Kitten [49], ClozeMaster [16], ICEMaker [31] and Rustlantis [46] as baselines.

Experimental Platform. All experiments were conducted on a Lenovo ThinkStation P620+
workstation equipped with an AMD Ryzen Threadripper PRO 5965WX processor (24 cores) and
128GB DDR4-3200 ECC memory, running Ubuntu 22.04.5 LTS.

6.2 RQI: Effectiveness

Bug Counts. Over roughly four months of development and testing, RICE generated more than
250,000 test cases and triggered over 100 ICE instances on recent Rust compiler releases. After
defect filtering and deduplication, we reported 37 ICE bugs, including 22 previously known but
unfixed bugs and 15 newly discovered ones. Among them, 5 have been fixed and closed, and 2 have
pending fix proposals.

Affected Compiler Components. To evaluate RICE’s coverage across different compiler compo-
nents, we classified the confirmed defects based on developers’ feedback and issue annotations. We
classify bugs mainly using crash stack traces to locate the crashing component, and then confirm
the result with developers’ comments in the issue discussion. Table 1 summarizes the results. The
defects uncovered by RICE span multiple aspects of the Rust language and compiler, including
features, foreign items, constant generics, associated items, traits, and lifetimes. This suggests that
RICE can exercise diverse compiler components and reach deep logic to discover potential ICE
bugs. In addition, among all the confirmed issues, 3 are attributed to language features, while 12
do not require any features. This indicates that RICE can discover ICE bugs exposed by unstable
features while also uncovering ICEs that affect stable compiler releases.

Significance. Many defects discovered by RICE received prompt developer feedback and sparked
active discussions. For example, in Issue #146706, developers confirmed the problem within one
day and noted: “It is indeed surprising! According to #61682, Enum: : Variant: :<T> is only kept
for compatibility. Enum: : <T>: :Variant and Alias: :<T>::Variant were added later and are con-
sistent with Type: :<T>::AssociatedItem. Alias::Variant::<T> is never allowed”. To better
assess the significance of the confirmed ICE bugs, we examined their impact across Rust compiler
versions. We replayed the corresponding triggering code on a range of official releases and checked
for anomalous behavior. Notably, these versions had previously been extensively tested by existing
tools. As shown in Figure 9, we found that ten bugs have existed since Version 1.85, and one can
be traced back as early as Version 1.48. These bugs evaded detection by prior fuzzing tools and
typically remained latent in the Rust compiler for over a year.

Relevance. Among the 37 bugs discovered by RICE, 27 (about 73%) were explicitly linked by
developers to previously known defects. In particular, among the 15 zero-day ICEs, 3 share the same
root cause as known bugs, 3 result from incomplete fixes, and 5 exhibit similar defect logic, while
the remaining 4 show only structural similarity. Overall, these results provide strong empirical
evidence that recurring defect-prone patterns exist and can be leveraged to uncover new bugs.

6.3 RQ2: Comparison with Existing Techniques

In this study, we compare RICE with several existing techniques, including RustSmith, ClozeMaster,
Kitten, ICEMaker and Rustlantis. RustSmith and Rustlantis generate tests using randomly sampled
integers as random seeds, Kitten and ICEMaker mutates programs from the official Rust compiler
test suite, and ClozeMaster requires known bug-triggering programs as input. For a fair comparison,
we provided RICE, ClozeMaster, Kitten and ICEMaker with same dataset, which includes both
bug-triggering programs and the official Rust compiler test suite. All experiments were conducted
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Table 2. Bug distribution. Table 3. Code coverage.
Tool Parser Lowering TypeCheck MIR BorrowCk Codegen‘Total Tool Code Coverage
RICE 0 0 8 3 0 0 11 RICE 47.91%
ClozeMaster 0 2 3 1 0 0 6 ClozeMaster 41.17%
ICEMaker 0 37 3 2 0 0 42 ICEMaker 38.33%
RustSmith 0 0 0 0 0 0 0 RustSmith 32.66%
Kitten 0 0 0 0 0 0 0 Kitten 30.36%
Rustlantis 0 0 0 0 0 0 0 Rustlantis 26.13%
Table 4. Performance of different RICE variants. Table 5. Impact of different LLMs on RICE.

Tool  #Test Cases Code Coverage #ICEs LLM #Test Cases Code Coverage #ICEs

RICE 27,192 47.91% 11 GPT-5.2 9,724 41.62% 4

RICE 27,733 46.61% 5 o

RICE,, 28,121 46.37% 7 DeepSeek-v3.2-thinking 9,214 41.02% 4

RICE,¢ 28,507 46.19% 4 DeepSeek-v3.2 9,736 40.93% 3

on Rust compiler Version 1.95 nightly (released on January 23, 2026). The evaluation focuses on
two aspects: bug-finding capability and code coverage.

Bug-Finding Capability. To evaluate bug-finding capability, we ran RICE and all baseline tools
for 24 hours each. The results are shown in Table 2. ICEMaker triggered the largest number of
ICE bugs, totaling 42, followed by RICE with 11 and ClozeMaster with 6. Traditional generation-
and mutation-based tools such as RustSmith, Rustlantis, and Kitten did not expose any ICE bugs.
Given ICEMaker’s strong performance in triggering ICE bugs, we further analyzed the 42 bugs it
uncovered. The analysis shows that 37 (88%) of them are concentrated in the compiler’s front-end
lowering stage (i.e., AST-to-HIR conversion), with only 5 (12%) originating from deeper compiler
logic. In contrast, although RICE triggered fewer ICE bugs than ICEMaker, all 11 correspond to
deep logical defects involving compiler components such as type checking and code optimization.

Code Coverage. We compared the code coverage achieved by RICE and the baseline approaches on
the Rust compiler. To ensure a fair comparison, each method generated approximately 30,000 test
cases. Table 3 summarizes the results. Test cases generated by RICE achieved the highest coverage
(47.91%), followed by ClozeMaster (41.17%), ICEMaker (38.33%), RustSmith (32.66%), Kitten (30.36%),
and Rustlantis (26.13%). The compilation success rates of RICE, ClozeMaster, Kitten, ICEMaker,
Rustlantis, and RustSmith are 23%, 17%, 25%, 21%, 100%, and 100%, respectively. We note that
compilation success rate is not a particularly suitable metric for ICE detection, because many
ICE-triggering test cases inherently fail during compilation (e.g., due to type errors or invalid
intermediate representations). The goal is to trigger compiler crashes, not necessarily to produce
only successfully compiled programs.

6.4 RQ3: Contribution of Key Components

Component Ablation. RICE consists of two stages: defect-prone pattern extraction and defect-
prone pattern adaptation. In the extraction stage, the simplifier plays an important role by
minimizes known bug-triggering code while recording failed simplification attempts, which im-
proves the accuracy of subsequent pattern inference. In the adaptation stage, the filter is critical
for selecting target contexts that are compatible with the extracted patterns, enabling the generation
of higher-quality test cases. To evaluate their impact of these two key components, we conduct an
ablation study that measures their individual contributions to overall effectiveness.
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e RICE: The full version of RICE, which includes both the simplifier and the filter. This
configuration serves as the baseline for comparison with the following two variants.

e RICE,;: This variant disables the simplifier. It feeds the unsimplified bug-triggering code,
along with compiler outputs, directly into the reasoner and uses the extracted defect-prone
patterns for subsequent adaptation.

e RICE,: This variant replaces the LLM-based simplifier with TreeReduce [22], a traditional
syntax-level test-case reducer.

® RICE: This variant disables the filter. It lets the mutator to adapt each extracted defect-
prone pattern to all target contexts without selection.

Table 4 summarizes the results. In terms of ICE-triggering frequency, disabling either the
simplifier orthe filter leads to a noticeable reduction in the number of triggered ICEs compared
with the full version of RICE, indicating that both components are important for uncovering new
compiler defects. Replacing the LLM-based simplifier with the traditional syntax-tree-based re-
ducer TreeReduce also degrades effectiveness. This is because syntax-level reduction lacks semantic
awareness and provides limited contextual signals to the LLM during subsequent pattern inference.
As a result, the inferred defect-prone patterns may miss crash-critical conditions, ultimately re-
ducing the overall effectiveness of RICE. For code coverage, the full version of RICE achieves the
highest coverage, although the differences among the three configurations are relatively small, as
expected. Our mutation strategy adapts small defect-prone patterns to larger target code contexts,
so the resulting test cases largely preserve the targets’ original structure and semantics. Conse-
quently, coverage is driven primarily by the target contexts themselves. Since all configurations
use the same targets, large coverage differences are not expected. Even so, further analysis shows
that 4 of the 11 ICEs detected by RICE are attributable to increased code coverage.

Choice of LLMs. We implemented RICE using deepseek-v3.2-thinking. In principle, RICE can be
integrated with any pretrained code-generation LLM that supports Rust. To examine the impact
of the underlying model, we compared DeepSeek-v3.2-thinking with DeepSeek-v3.2 and GPT-5.2,
selected based on the LMArena Code Leaderboard [30], which ranks models by user votes on code
quality. On the leaderboard, DeepSeek-v3.2 ranks below DeepSeek-v3.2-thinking, whereas GPT-5.2
ranks higher. We ran all three models under the same environment settings. Table 5 summarizes the
results, showing no substantial differences across models in either code coverage or ICE-triggering
effectiveness. Further analysis indicates that all ICEs triggered by DeepSeek-v3.2 were also triggered
by the other two models, while DeepSeek-v3.2-thinking and GPT-5.2 additionally triggered a small
number of unique ICEs. Overall, these results suggest that RICE is not strongly dependent on
a particular LLM. Despite minor variations in coverage and the specific ICEs triggered, RICE
maintains stable effectiveness across different pretrained models.

6.5 Case Studies

Beyond discovering more ICE vulnerabilities, the test cases generated by RICE are uniquely valuable
for accelerating defect remediation and strengthening regression testing of the Rust compiler. We
illustrate these benefits through the following two case studies.

Case Study 1: Accelerating Defect Remediation. Figure 10 illustrates how a zero-day ICE
(Issue #148809) is derived from a historical ICE (Issue #141400). Specifically, RICE extracts from
the historical issue the defect-prone pattern that exercises trait-bound checking and coherence
for opaque types, and then incorporates this pattern into an official Rust compiler test case,
tests/ui/impl-trait/auto-trait-leakage/auto-trait-coherence.rs, by adapting it to a
context where an opaque type appears inside a generic wrapper.
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#![feature(unsafe_binders)] #![feature(type_alias_impl_trait)]

#![feature(transmutability)]

1

2

3 #![feature(type_alias_impl_trait)] 3 trait OpaqueTrait {}

i #![allow(incomplete_features)] i trait AnotherTrait {}

5 5 type OpaqueType = impl OpaqueTrait;
6 trait OpaqueTrait {} 6 struct D<T>(T);

i

trait AnotherTrait {}
type OpaqueType = unsafe<> impl OpaqueTrait;
impl<T: std::mem::TransmuteFrom<()>>

)

- impl<T: Send> AnotherTrait for T {}
+ impl<T: std::mem:: TransmuteFrom<()>>

o

10 AnotherTrait for T {} 10 + AnotherTrait for T {}
11 impl AnotherTrait for OpaqueType {} 11 impl AnotherTrait for D<OpaqueType> {}
12 12
13 pub fn main() {} 13 fn main() {}
(a) historical ICE (Issue#141400) (b) zero-day ICE (Issue#148809)

Fig. 10. Case study 1: accelerating defect remediation.

1 #![feature(non_lifetime_binders)] 1 #![feature(sized_hierarchy)]

2 2 #![feature(non_lifetime_binders)]

5 pub trait Foo<T: ?Sized> { 3 use std::marker::PointeeSized;

| type Bar<K: ?Sized>; 4

5} 5 pub trait Foo<T: PointeeSized> {

6 6 type Bar<K: PointeeSized>: PointeeSized;

7 pub struct Bar<T: ? AutoTrait> {} 7}

8 8

9 pub fn f<T1, T2>() 9 + pub fn f<T1, T2>(a: T1, b: T2) where
10 where 10 + T1: for<K, T> Foo<usize, Bar<K> = T>,
11 T1: for<T> Foo<usize, Bar = Bar<T>>, 11 + T2:for<K, T> Foo<usize,
12 T2: for<T> Foo<usize, Bar<T> = T1:Bar<T>>, 12 + Bar<K> = <T1 as Foo<usize>>::Bar<T>>,
13§ 13 +{

(a) historical ICE (Issue#120033) (b) zero-day ICE (Issue#150091)

Fig. 11. Case study 2: strengthening regression testing.

The historical issue (Figure 10a) relies on multiple unstable language features. Subsequent
efforts attempted to remove these features to better expose the defect’s underlying root cause,
but achieved only limited success. As a result, the issue remained open and unresolved for nearly
six months. In contrast, the zero-day issue (Figure 10b) eliminates many unstable features and
redundant constructs. The call stacks of the two issues overlap only partially, with most frames
differing, indicating that they are distinct issues. After we reported the zero-day issue, Rust compiler
developers promptly recognized its close relationship with the historical issue. Within two weeks,
an official commit identified and explained the shared root cause underlying both issues. This case
study demonstrates that, by adapting defect-prone code patterns to simplified contexts, RICE can
expose deeper causes of compiler defects and substantially accelerate defect remediation.

Case Study 2: Strengthening Regression Testing. Figure 11 illustrates how a zero-day ICE (Issue
#150091) is derived from a historical ICE (Issue #120033). Specifically, RICE extracts from the histor-
ical issue the defect-prone pattern that exercises constraint solving for higher-ranked trait bounds
over generic associated types, and then incorporates this pattern into an official Rust compiler test
case, tests/ui/traits/non_lifetime_binders/unifying-placeholders-in-query-response
.rs, by adapting it to a context with an additional universally quantified type parameter, which
increases the complexity of generic associated types unification.

Proc. ACM Softw. Eng., Vol. 3, No. ISSTA, Article ISSTA186. Publication date: October 2026.



RICE: Harnessing LLMs and Historical Issues to Discover Internal Rust Compiler Errors ISSTA186:19

The historical issue (Figure 11a) has remained open for two years without a patch, likely because
it has not been reproducible since Version 1.92.0 of the Rust compiler and was therefore treated as
effectively resolved. In contrast, the zero-day issue (Figure 11b) still reproduces on the latest Rust
compiler release. Further analysis reveals that the call stacks of these two issues are highly similar,
indicating that they likely stem from the same underlying root cause. After we reported the zero-day
issue, Rust compiler developers promptly confirmed it and noted: “Thanks, this crash is being
tracked. Since the original discovery, the code has had to be tweaked to keep crashing; we have
reflected your changes back to the original issue” This case demonstrates that RICE can strengthen
regression testing by reviving “fixed-by-evolution” bugs (i.e., failures that stop reproducing due to
incidental compiler changes).

7 Discussion

Iteration of Approach. Our approach underwent multiple rounds of iteration and refinement,
mainly in two aspects. First, in the simplifier design, we initially provided the LLM with rich
contextual information (e.g., comments and patches) to directly infer bug patterns, but the results
were unstable. We therefore introduced the simplifier, which uses simplified failing operations to
guide evidence-based inference and significantly improve reliability. Second, in context filtering,
early experiments with brute-force context combination led to low ICE-triggering efficiency. We
then explored vectorization-based filtering and found that code embeddings were less effective
than structural compatibility. After evaluating several structural vectorization methods, we adopted
2-gram + TF-IDF to balance efficiency and effectiveness.

Generality. Although RICE is implemented for Rust, its pattern-based, context-aware mutation
approach is language-agnostic and could, in principle, be transferred to other compiler ecosystems
(e.g., Swift, C++). However, its effectiveness depends on recurring bug patterns, sufficient historical
bug samples, and suitable test suites. Different compilers also pose system-specific challenges,
so extending RICE beyond Rust would require compiler-specific adaptations, which we leave for
future work.

Threats to Validity. We acknowledge several potential limitations in our methodology, mainly
related to tool stability and efficiency. (1) Simplifier instability: probabilistic LLMs may produce
fluctuating results or occasionally lose critical semantics. (2) Pattern granularity: balancing abstrac-
tion is challenging; overly aggressive extraction may yield invalid patterns, while conservative
extraction retains syntactic noise. (3) Overhead: high LLM latency limits throughput. Consequently,
our method is best viewed as a targeted deep-testing tool that complements high-throughput
traditional fuzzers. (4) Sustainability: as known bugs are continuously fixed, this history-driven
approach could theoretically become saturated. However, many ICE bugs arise from new and
evolving Rust features. As long as the compiler continues to evolve, new bugs will emerge, so RICE
is unlikely to saturate soon. (5) Cost: during a 24-hour test run using DeepSeek v3.2, RICE consumed
approximately 87 million tokens, corresponding to about $18. This cost should be considered for
long-term testing campaigns.

8 Related Work

Compiler Testing. Compiler testing is typically divided into generative and mutation-based
approaches. Generative methods construct programs via random grammars or templates, often
using differential testing or crash detection [4, 5]. In C, tools like Csmith [53] generate large UB-free
programs, while PolyGlot [9] adds coverage guidance to reveal deeper defects, though complex
optimizations and semantic logic remain underexplored. Le et al. [24] introduced Equivalence
Modulo Inputs (EMI), a method that generates equivalent program variants by stochastically
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pruning unexecuted code under given test inputs and leverages differential testing to effectively
detect mis-compilation bugs in optimizing compilers. They further proposed [25] proposed a guided
stochastic program mutation approach based on equivalent program variants, leveraging Markov
Chain Monte Carlo (MCMC) techniques to effectively uncover deep compiler bugs. However, these
approaches rely on semantics-preserving transformations of existing executable programs, whereas
ICE detection often requires constructing compiler-stressing language constructs whose value lies
in triggering fragile compiler logic rather than preserving runtime equivalence.

For Rust, RustSmith [40] produces context-aware ASTs under conservative constraints, often
oversimplifying programs and missing complex generics. Dewey et al. [13] applied constraint-logic
programming mainly for type-system testing. Mutation-based approaches modify existing seeds to
explore deeper paths. Kitten [49] randomly splices AST fragments. Its lack of semantic awareness
and directed adaptation often leads to shallow failures that rarely trigger internal compiler errors.
Rustlantis [46] directly constructs compiler IR-level control-flow graphs rather than Rust source
programs, making it effective for middle-end and back-end differential testing but less suitable for
exposing front-end defects such as parser, type-checker, or borrow-checker bugs. ICEMaker [31]
combines byte-stream mutation with AST-fragment recombination and can trigger many ICEs, but
its mutation strategy often depends heavily on seed diversity and may struggle to preserve Rust’s
semantic invariants when exercising deeper compiler logic.

LLM-Driven Testing. Large language models have enabled new approaches to automated testing.
In general-purpose languages, ChatUniTest [8] generates function-level tests, and TestPilot [39]
combines zero-shot learning with search-based generation for improved coverage. Fuzz4All [47],
and Gu et al. [19] show that LLMs can produce diverse, high-quality tests for Python, C++, Java,
and Go. Yang et al.[51] proposed WhiteFox, which uses LLM agents to analyze compiler source
code and generate test programs that trigger deep optimizations. Ou et al.[33] proposed MetaMut,
a framework that leverages large language models to automatically generate semantic-aware
mutation operators for compiler fuzzing. Ni et al.[32] proposed LegoFuzz, which uses LLMs to
generate small code pieces offline and assemble them into complex test programs online. However,
these approaches mainly target optimization testing or general compiler fuzzing, and are not
specifically designed for Rust compiler testing, where effective test generation often requires
preserving Rust-specific constraints involving types, ownership, lifetimes, traits, and generics.

For Rust, Rust-twins [52] rewrites seeds into semantically equivalent macro variants using
expansion consistency as an oracle, but rarely triggers ICEs because macro variants expose few
observable differences and fragile patterns are mutated only randomly. ClozeMaster [16] perturbs
historical bug-triggering programs by masking and regenerating local code fragments, but its
mutations remain close to the original contexts and therefore provide limited ability to explore
diverse Rust compiler paths. LLM-based fuzzing in Rust remains limited due to strict language
constraints and scarce training corpora.

History-Guided Testing. History-guided testing leverages the tendency of bugs to cluster in
patterns. In general-purpose languages, LangFuzz [20] recombines historical bug fragments, and
some mutation-based fuzzers use regression suites as high-quality seeds. LLM-based methods like
FuzzGPT [11] recall past bug patterns via fine-tuning or in-context learning. For Rust, ClozeMas-
ter [16] fills masked fragments in historical bug-triggering programs with LLMs, but outputs remain
structurally similar, often causing compilation errors and covering only shallow logic. Existing
Rust methods also lack deep abstraction and cross-context adaptation of fragile semantic patterns,
limiting detection of isomorphic defects and zero-day bugs.
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9 Conclusion

In this paper, we presented RICE, an LLM-assisted approach for Rust compiler testing that system-
atically extracts defect-prone patterns from historical ICE issues and adapts them to semantically
rich test-suite contexts. RICE leverages semantic-guided simplification to identify key defect-prone
patterns and context-aware adaptation to recombine these patterns with diverse code contexts
while preserving compilability. Applied to multiple recent Rust compiler releases, RICE discovered
37 ICEs, including 15 previously unknown zero-day bugs, demonstrating higher coverage and
defect-finding capability than existing generation-, mutation-, or LLM-based approaches.

Data Availability

The code and data necessary to reproduce the findings and analyses in this paper are available at
https://doi.org/10.5281/zenodo.21057903.
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